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Abstract:  This paper deals with library implemented automated dynamic memory manage-
ment, also known as automated garbage collection (or just AGC or GC for short) for the C++
programming language.
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1 Intro duction

Managing dynamic memory is a complex and highly error-prone task and is one of the most
common causesof runtime errors. Sud errors can causeintermittent program failures that are
ditcult to nd andto x.

There are di®erent types of errors with managing dynamic memory. One of the most common
mistakes are memory leaks. Memory leaks occur if a program fails to free objects that are no
longer in use. Typically, a program cortinuesto leak memory, and over the time its performance
degradesand it can eventually run out of memory. Another problem are premature frees. This
is causedby freeing objects that are still in use,which can result in corrupted data and may lead
to suddenfailures. Memory fragmen tation is causedby frequert allocation and deallocation of
memory sud that larger chunks of memory are divided into much smaller, scattered pieces,and
the memory betweenthese piecesis too small to be reallocated again.

Memory management and C++

The most critical issuesare memory leaksand premature frees. Every instanciated primitiv e type
(int , char, etc.) and complextype (objects) needsmemory, but not all of the memory is managed
manually. The place where the data residesis decisive: Nearly every primitv e instance is created
on the stack, even most of the complex instancesare created on the stack. Sincethe stadk has
automatic extent, the requesteddata will be automatically reclaimedif it goesout of scope. But
data that is created on the heap will stay until it is freed, sothe heap has dynamic extert.

In the Java programming languageevery object needsto be created on the heap, and typical Java
code looks like this:

public void myMethod()

{
MyClass obj = new MyClass();
/I Do something with obj

}

Sure, obj will go out of scope at the end of myMethodbut the data will not be freed sinceit was
created on the heap. The stack can only be usedfor primitiv e types. And this is one of the main
reasonsfor Java's completely di®erent garbagecollection model. Java usesa mark-sweepgarbage
collector to detect and reclaim unuseddata.

In the C++ programming languagethere is no such garbagecollector. Objects can be created on
the heap, like in Java, and also on the stadk, like any other primitiv e type:

void my_function()
{

MyClass obj;

/I Do something with obj
}

Cleaning up obj is not neccessaryecausethe stack reclaims all data when the scope is exited.
This simpli es memory managemen a lot and no garbagecollector is neededin most cases.

It is advisableto usethe stad asoften aspossible,not only becausehere is no needto care about
memory managemen but also becausethe stadk is faster than the heap. On most operating
systemsthe stack has xed sizeand no memory allocations needto be done. It's just a matter of
decremetting and incremerting the stack pointer.

It's even possibleto useSTL containers with non-pointer typeswhich eliminates somemore needs
of manual memory managemen If the STL corntainer's scope is exited all objects within that
container are reclaimed automatically. But only non-pointer types are reclaimed, the data of
stored pointers is untouched!
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2 Motiv ation

In real life applications manual memory managemen is an issueand cannot be bypassedcompletely
becausesomesituations require manual memory managmen. There are seweral reasonsfor that
but the most important onesare:

2 The stack is limited, on most operating systemsto somewhatin between 8 and 64 MB
and somebig objects will not t. But in most caseshig data has dynamic size and needs
to be created on the heap, anyway, so the corresponing classneedsto care about memory
managemen, and not the creator of the instance. An object obj requiressizeof(obj) bytes
of the stadk (if it was created on the stad).

2 More important are objects that needto outlast the current function scope. There are a lot
scenariousfor this issue. Most common are objects in GUI environments and objects that
sould be usedasreturn value.

2.1 Objects as return value

Using objects asreturn valueis relatively common. In most caseghe object canbe simply returned
if there are no performance considerations.

Approac h 1: Copy return value from local variable:

std::string repeat_string(const std::string& str, int times)
{
std::string result;
for (int i =0; i <times; ++i)
result += str;

return result;

}

The function repeat _string() takesa string and an amount of repetitions and returns times
concatenatedcopiesof str . On the one hand, the code is simple and easyto understand, and if
str and times are small, copying the result should not be matter. But on the other hand if str
is long, times has a big value, and performanceis critical, this code is very expensiwe.

Note: This very simple examplemay get optimized by the compiler with a technique called "return

value optimization”. This optimization requestsspacefor the result in the right place and skips
copying the result (skips calling the copy constructor). But more complex function calls may not
get optimized.

Approac h 2: Supply result spacefor the new data:

void repeat_string(const std::string&  str, int times,
std::string& result)
{

for (int i =0; i <times; ++i)
result += str;

}

This approac usesa trick to prevent copying the result from a local variable. There are no more
performanceconsiderationsand memory managemen is not an issuehere. But other reasonsrates
this solution far from beeing good. Using parameters for valuesthat should be return valuesis
unintuitiv ely. But unfortunately, this is common practice in functions from libc, the C library.
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Even worse, there is no cortrol over the creation processof the result object and there is no
guarartee that result was created with appropriate constructor parameters. Quickly forgetting
this approad, it's time to forge aheadwith somebetter ideas.

Approac h 3: Return a pointer to the data:

std::string* repeat_string(const std::string& s, int times)
{
std::string* result = new std::string;
for (int i =0; i <times; ++i)
*result +=s;

return result;

}

Returning a pointer to the data is the most corveniernt way to perform a cheap copy operation.
Only few bytes (the actual sizeof a pointer dependson the machine) needto be copied. But there
is no way to reclaim the requestedmemory within the repeat _string() function. The deletion of
the data needto be done outside this function, after the result hasbeenused. Another idea would
be using a static bu®er that gets overwritten on subsequeh useto avoid deletion. But neither
remembering to delete the data nor supplying a static bu®eris a good solution for that simple
problem.

Approac h 4: Return memory-manageddata:

This approad is a little lookahead to smart pointers and possibly the only excient way with
automated memory managemeitt

auto_ptr<std::string> repeat_string(const std::string& s, int times)
{

auto_ptr<std::string> result(new std::string);

for (int i =0; i <times;, ++)

*result  +=s;

return result;

}

The result ist created in the heap, of course,becausethe data needto exceedthe current scope.
But instead of leaving the clearup to the caller, a smart pointer called auto _ptr takescare about
the deletion of the data. The speci ¢ semariics from auto _ptr will be explained later on. The
slightly complicated code (that usesC++ templates) can be cleanedwith typedefs and resultsin
a code like this:

typedef auto_ptr<std::string> StrPtr;

StrPtr repeat_string  (const std::string& s, int times)
{
StrPtr  result(new  std::string);
for (int i =0; i <times; ++i)
*result +=s;

return result;

}

As a result, the code looks identical to the rst approac but somethings are di®erert: The data
needsto be created with newand the result needsto be dereferencedto accessthe data, that's
becausea smart pointer behaveslike a dump pointer.
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2.2 Objects in GUI environmen ts

The most GUI frameworks come with their own main loop. This meansthat the cortrol °ow
residesin the loop of the GUI framework to care about things like redrawing the GUI or waiting
for user actions. The programmer is able to attach somecallbadk functions to interesting events
(e.g. a button click). Thesecallbad functions needto return within a short time to let the main
loop resumeits work. If a callbac function doesnot return, the GUI freezesand cannot respond
to user actions, becausethe main loop is not active.

Objects that are createdin callbad functions may be persistert and needto outlast the function
scope. As a consequencethese objects cannot be created in stack.

The following code should sene as an example. The callbac function create _window() is called
when the user clicks a button to create a new window. The “rst piece of code is an example of
how it goescompletely wrong:

void create_window (void)

{
/* Creating the window. */
Window mywin("Window Title");
/* Creating two buttons. */
Button close_but("Close");
Button ok_but("Ok");
/* Adding the buttons to the window. */
mywin.add_widget(close_but);
mywin.add_widget(ok_but);
/* Let the window pop up. */
mywin.show_all();

}

Ok, whats wrong with this code? Like mentioned before, the GUI toolkit hasits own main loop.
Until the main loop is not active, no windows will be drawn and the GUI will not respond to
user interaction. In the example above the window and the buttons are createdin the local scope
and if the scope exits, the window and the buttons will be destroyed again. It's relatively easy
to understand that the code above doesabsolutely nothing but creating and destroying widgets,
that will not be drawn by the GUI toolkit.

The secondscrap of code will work, but the problem is obvious: The acquired memory needto be
deleted somewhere.

void create_window (void)

{
/* Creating the window. */
Window* mywin = new Window("WindowTitle");
/* Creating two buttons. */
Button* close_but = new Button("Close");
Button* ok_but = new Button("Ok");
/* Adding the buttons to the window. */
mywin->add_widget(*close_but);
mywin->add_widget(*ok_but);
/* Let the window pop up. */
mywin->show_all();

}

After returning from the callbadk function the main loop can do its work and display the window
with its corntent.



3 UNDERSTANDING SMART POINTERS 5

3 Understanding smart pointers

Smart pointers are objects that look and feel like dump pointers, but are smarter.

To obtain the look and feel of a dump pointer, a new type of pointer hasto be introduced. And
to be smarter than a dump pointer, a few things needto be de ned. First, a technique or a
strategy needsto be declared. Then, some place or ervironment for the implementation of a
strategy needto be created. Luckily, classeso®erall the functionality neededto implement smart
pointers with di®eren pointer typesand strategies. The creation of the environment wherea dump
pointer can be embedded (which is the processof creating a classwith approprate constructors
and operators) is called "wrapping a pointer". This processis independen of any strategy that
can be implemerted later on.

3.1 Wrapping pointers

In the C-library the type void* is usedas genericpointer type. But member functions cannot be
called without atype and usertypecastswould be required to operate on the pointer's data. With
C++ templates the user can constitude the type of dump pointer to be stored inside the wrapped
pointer instance.

Constructors

To get the dump pointer inside the wrapped pointer a few constructors are required. Null pointers
should indicate an unde ned destination for smart pointers like they do for dump pointers.
2 A null smart pointer can be createdwith the default constructor that takesno argumernts.
Example: SmartPtr<std::string> ptr;
2 A copy constructor needto be de ned, to initialize a wrapped pointer from another
compatible wrapped pointer instance.
Example: SmartPtr<std::vector> ptr(ptr2);
2 Toinitialize the wrapped pointer from a dump pointer a constructor is neededwith the type
of the dump pointer as argumert.
Example: SmartPtr<int> ptr(new int(31337));

Op erators

Operators are neededto implement the syntax of a dump pointer. The operators of interest are
the following, where ptrl and ptr2 are wrapped pointers:
2 The dereferenceoperator returns a referenceto the data.
Example: Object& o = *ptrl;

2 The pointer to member operator (for direct menmber access)returns a pointer to the data.
Example: ptr1->my_method();
2 The assignmem operators reassignthe pointer to the data from a dump pointer or an existing
smart pointer.
Example: ptrl = new Obiject();
ptrl = ptr2;
2 The comparison operators compare the data pointer with another data pointer of a given
smart pointer or dump pointer.
Example: if (ptrd ==ptr2) { .. }
if (ptrl != ptr2) { .. }
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Class outline

The following outline of a classfor wrapped pointers declaresall discussedieatures. The de nition
of these methods is trivial and can be looked up in the appendix of this article. Note that the
de nitions of the assignmenm operators and the destructor depend on the strategy that is usedfor
the smart pointer. The explicit keyword is explained just below.

template <class T>
class MyPointer
{
private :
T* ptr,

public :
MyPointer (void);
explicit ~ MyPointer (T* p);
MyPointer (const MyPointer<T>& src);
~MyPointer( void );

T& operator* (void) const;
T* operator -> (void) const;

MyPointer<T>& operator= (T* rhs);
MyPointer<T>& operator= (const MyPointer<T>& rhs);

bool operator == (const MyPointer<T>& rhs) const;
bool operator != (const MyPointer<T>& rhs) const;

3
The explicit keyword
A constructor taking a single argumert is by default an implicit corversion operator.

What this meanscan be easily explained with a small example. Imagine a function
void f(std::string S)

that takes a string. Calling this function with f("Hello") is absolutely ok because"Hello"
(which is of type char*) gets implicitly converted to the type std::string becausethere is an
implicit constructor like std::string(char* str) .

If such a conversionis not welcomethe constructor should be de ned as explicit

In the smart pointer's casean implicit corversionfrom an unmanagedpointer to a smart pointer
is to be prevented to avoid accidertal deletion of the data and mental aberration.

3.2 Implemen ted idioms
RAI |

RAI I is short for ResourceAcquisition Is Initialization and relies on the life-cycle of objects: The
constructor is calledto initialize the object and the destructor is called whenit goesaway. Objects
are usually created either automatically in a local scope, in which casethey are destroyed when
the scope is exited (via normal °ow, return, or exception), or they can be created with newin
which casethey are destroyed by an explicit delete .

If the resourcein question (a Te, lock, window, etc.) is acquired (opened, locked, created) in
a constructor, and released(closed, unlocked, disposed) in the destructor, then the use of the
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resourceis tied to the lifetime of the object. Sinceobject lifetimes are well-de ned, sois the use
of the resource.

The following example demonstrateselegart use of RAI | by opening and closinga Te:

void read_file (void)
{

File myfile("/foo/bar.txt");
while (!myfile.eof())

/[ Do some reading
}

This code opensthe namedTe within myfile 's constuctor, operateson the openTe in the while -
loop and closesthe Te in myfile 's destructor. So,the code doeswhat it's intended to do without
manually closingthe Te, which savestime and errors.

In C++, newed objects has dynamic extent and must be explicitly deleted, but in many casesthe
RAI | idiom can be usedto automate this. This is the place where smart pointers becomeshandy.

Typically, memory will be requestedand passedto the constructor of a smart pointer. Later on
the manageddata will be releasedin "the right" destructor. The meansof "the right" are de ned
in the smart pointer's semartics. "The right" destructor for the referencecounting or reference
linking smart pointer is the one from the last referencingsmart pointer.

The Proxy Pattern

The Proxy Pattern (which is also known as Surrogate) provides a placeholderfor another object
to corntrol accesdo it. The Proxy Patterm is described in "Design Patterns" from Gamma et al.

The classicexample is about a text documert with seweral imagesin it. The imagesare stored
on hard disc and should not all be loaded at once every time the documert is opened. Instead
the runtime objects represerting the imagesshould obay somelazy initialization semartic like "an
image gets loaded if it isn't already loaded and if it becomesvisible through navigation in the
documert".

The solution is a proxy object for ead image object which implemerts the lazy initialization and
loads the imageif it's needed. Sothe image proxy is a placeholderfor the image object.

A smart pointer is a proxy object for the bare data pointer which doesnot implement any lazy
initialization but smart destruction of the data and there are di®eren strategiesfor smartness. But
smart proxies are not limited to memory managememn Even other typesof resourcemanagemen
can be implemerted.

3.3 Resource management

The conceptof smart pointers (the proxy concept) can addressmore problems than just memory
managememn Neary all resourcesthat do not implement the RAII idiom can be wrapped into
proxy objects to reduce scattered resourcemanagemem code and programming errors. But what
is a resourcein question? A resourceis anything the program has to acquire and releaseafter
using it.

The owner of a given resourceis a pieceof code that is responsible for its release.This ownership
falls into two classes:Automatic and explicit ownership. A resourceis owned automatically if its

releaseis guaranteed by somemecanismsof the language. But the problem starts with resources
that needto be explicitly released.
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One of the prominent examplesfor explicit ownershipis dynamic memory, which hasto be acquired
with newand needto be releasedwith delete . But there are other explicit owned resourceslike
“Te handles, sockets and critical sections.

2 File handlescan be wrapped into smart ‘Te handlesthat closethemselfif there are no more
references. This may be useful for logging Te handles which are scattered throughout the
whole code.

2 Networking sockets can be wrapped as smart sockets. Like smart Te handles,a socket can
be closedif there is no more referencing object. And in fact Te handles and networking
sockets are both “Te descriptors (on Unix-lik e operating systems,at least).

2 An exclusive areaor critical sectionneedsto be locked whenthe °ow enters a speci ¢ part of
the code and unlocked again if the critical sectionis exited. The program tends to deadlock
if a critical sectionis never exited due to programming errors. In this caseit's usefulto bind
the lifetime of a lock to the lifetime of a scoped object. Sothe critical sectionis guararteed
to be releasedby the medanisms of the language.

The most commonstrategy for resourcemanagemen is referencecounting and, for someresources,
referencecounting is the only appropriate strategy. But there are others particularly with regard
to memory managemen

3.4 Strategies

The created wrapped pointer classo®ersno more functionality than any dump pointer. To add
somesmartnessto the code skeleton a strategy needsto be implemented. Before going into an
implemenrtation somestrategieswill be discussed.The list of strategiesis not complete but should
be suxcient for most applications.

Every strategy is ertirely de ned by the characteristics of the assignmem operators and the de-
structor. Let ptrl and ptr2 be smart pointers. Possiblestrategiesfor ptrl = ptr2 and reset()
are described for ead strategy.

Scoped pointer

The scoped pointer is rarely used. It stores a pointer to a dynamically allocated object. The
object pointed to is guaranteed to be deleted, either on destruction of the scoped pointer, or
via an explicit reset() . The assignmemn ptrl = ptr2 is forbidden. Since a scoped pointer is
noncopyable it is caved within its scope and cannot get out. It's saferthan the referencecourting
or ownership transfer pointers for pointers which should not be copied.

Example: A local object (e.g. a classmember) should be protected from being accidertly passed
to the outside of the classscope.

Copied pointer

The copied pointer stores a pointer to a dynamically allocated object that is guaranteed to be
deleted on destruction of the copied pointer or via explicit reset() . The assignmen ptrl =
ptr2 createsa new copy of the object pointed by ptr2 , and let ptrl point to this copy. Creating
the new copy can be done with memcpy() (for plain old data (POD), like any C primitiv ) or by
using some"“clonable" concept (for userde ned types(UDT), like C++ classes)which hasto be
implemenrted by the elemer type.

Example: The copied pointer can be used wheneer stack semariics are neededbut the object
can not be created on the stadk for somereason.
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Ownership transfer pointer

The ownershiptransfer pointer storesa pointer to a dynamically allocated object that is guaranteed
to be deleted on destruction of the ownership transfer pointer or via explicit reset() . The
assignmem ptrl = ptr2 transfers the ownership or responsibility for cleaning up the allocated
data from ptr2 to ptrl . This makes ptr2 a null pointer. Taking badk the ownership can be
accomplishedby using the release() operation.

Example: The ownership transfer pointer is a lightweight pointer and can be usedin every day
code, for exampleto return object pointers from functions (seeMotiv ation for details).

Reference counting pointer

The referencecourting pointer storesa pointer to a dynamically allocated object that is guaranteed
to be deleted on destruction of, or via explicit reset() on the last referencing pointer for one
object.

The assignmen ptrl = ptr2 let ptrl and ptr2 point to the sameobject and incremerts a courter
that is shared between all pointer instancesthat referencesthis object. The destruction of one
pointer or explicit reset() on that pointer decremets the shared counter (or usecourt). If the
sharedcourter dropsto zeroand the data will be deleted. Note that releasinga referencecourting
smart pointer is not possible.

Example: Usefulin every day code where one object is neededin multiple placesand no placecan
tell whento deletethe object. It's commonto usereferencecourting pointers in GUI applications.

Reference linking pointer

Referencelinking is similiar to referencecourting. But instead of a courter a (typically circular)
doubly linked list of all smart pointers that point to the same object is maintained. Then the
assignmem ptrl = ptr2 addsptrl to the list of smart pointers and the size of the list increases
by one. The destruction of one pointer or explicit reset() removesone elemern from the list and
the sizeof the list decreasedy one. If the sizeof the list drops to zerothe data will be deleted.

Example: Referencelinking should be usedinstead of referencecourting if all other pointers for
one object should be noti ed or if the object should be able to be released.

Copy on write (COW) pointer

The copy on write pointer, or COW pointer for short, is the most complex one in this list of
strategies. It usesa mixture of referencecourting or referencelinking and object copying like the
copied pointer does.

The COW pointer usesreferencecourting or linking aslong asthe pointed object is not modi ed.
When it is about to be modi ed, that is if the 'rst non-constmember function is called, the object
is copied and only the copy gets modi ed.

Example: Imagine a template imagethat can be requestedinside a COW pointer. As long asthe
image doesnot get modi ed, only referencesare passedaround, which savestime and memory. If
the image is about to be modi ed, the COW pointer copiesthe image and the template image is
guaranteed not to be modi ed.
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4 Reference counting smart pointers

Referencecourting is a powerful and often used strategy. In the Trst part of this section a
referencecounting implementation will be introduced. In the secondpart someissuesthat arise
are discussed.

4.1 Reference counting implemen tation

The target of the sectionis a simply ed lightweight version of a referencecourting smart pointer.
There are two things that are shared betweenthe instancesof smart pointers that referencethe
samedata: The data pointer and the referencecourter for that data. That is becauseincre-
mentation or decremeiation of the courter in one pointer must be visible in all pointers for the

appropriate data.
@ ref ptr |
@ ref ptr2

Figure1l: Smat pointer structure

To indicate a pointer with no target (a null pointer) the sharedcounter pointer and data pointer
are setto null. There are only two possiblecases:Data and counter pointer are both null or both
not null.

0
0

Figure2: Null smat pointer

increment() and decrement()

The following member functions de ne code for incremerting and decremeriing the sharedcounter.
The member count is of type int* .

void ref_ptr::increment (void)

{
if (ptr == 0) return;
++(*count);
}
void ref ptr::decrement  (void)
{
if (ptr == 0) return;
if (--(*count) == 0)
{
delete count;
delete ptr;
}
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Constructors and destructor

The constructors initialize smart pointer instances. The following constructor is for creating a null
smart pointer. For every null smart pointer the following holds: ptr == 0 and count ==

Note that count == 0 doesnot mean that the referencecourter is setto 0 but count is a null
pointer.

/[l Init data and count pointer with null
ref_ptr::ref_ptr (void) : ptr(0), count(0)
{

}

To initialize the smart pointer from a given dump pointer a new counter needsto be established.

/I Init pointer with new data and create new counter
explicit  ref_ptr::ref_ptr (T* p) : ptr(p)
{

}

To initialize the smart pointer from another smart pointer the data and courter pointer needto
be copied and the courter needsto be incremerted.

count = (p ==0) ? 0 : new int(1);

/[ Init data and counter pointer from source, increment

ref_ptr::ref_ptr (const ref ptr<T>& src) : ptr(src.ptr), count(src.count)
{

increment()
}

The destructor just decremerts the counter. If the courter drops to zero, data and court will be
deleted within the decrement() member function.

/I Decrement the shared reference counter
ref_ptr::~ref_ptr (void)

decrement();
}
Dereference operators

There are two dereferenceoperators. The rst one is for accessingthe dereferenceddata, the
secondone is the direct member accessor pointer to member operator which is usedfor calling
member functions or accessingmenber variables.

/I Dereference operator

T& ref_ptr::operator* (void) const
{

return *ptr;

}

/I Memberaccess operator

T* ref_ptr::operator-> (void) const
{

return ptr;

}
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Assignmen t operators

The assignmem operators are the most complicated ones. The following objectives needto be
accomplished:

2 The old referenceneedsto be decremerted.
2 The old data and courter needto be destroyed if the courter drops to zero.
2 The new data and referencecourter needto be assigned.

2 The new referencecounter needsto be incremerted.
But the resulting code is relatively simple.

/I Assignment operator from shared pointer
ref_ptr<T>& ref ptr::operator= (const ref _ptr<T>& rhs)
{

if (ptr ==rhs.ptr) return;

decrement();

ptr = rhs.ptr;

count = rhs.count;

increment();

return *this;

}

Note that the comparisonbetweenptr and src.ptr is essetial! Imagine the following code:

ref_ptr<MyObject> pointer(new MyObject);
pointer = pointer;

Without this comparision the above code would lead to an error (typically segmemation fault
on unix machines). SomeSTL algorithms make such assignmems while sorting a cortainer, for
example std::sort . This comparison could be left out if src is passedas copy and not as
reference,but performancewould be worse.

An alternativ e, which relies on the constructor and destructor implemertation, for the member
function above would be:

/I Assignment operator from shared pointer
ref_ptr<T>& ref_ptr::operator= (const ref ptr<T>& rhs)

{
ref_ptr<T> tmp(rhs);

swap(tmp);
return *this;

}

The assignmen from a dump pointer works similar:

/I Assignment operator from pointer

ref ptr<T>& ref ptr::operator= (T* rhs)
{
decrement();
ptr = rhs;
count = (ptr ==0) ? 0 : newint(1);
increment();

return *this;
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Comparison operators

Comparison can only be implemented for equality and unequality. The standard doesnot de ne
the meaningof "one pointer is lessthan another" (unlessboth pointers point into the samearray),
so a menber operator< or something similar is not supported.

/[ Comparison with smart pointer

bool ref ptr::operator== (ref_ptr<T>& p) const
{
return ptr == p.ptr;
}
/[ Comparison with pointer
bool ref_ptr::operator== (T* p) const
{
return ptr == p;
}

The implementations for operator!= are straight forward with the ==replacedby != and left out
here.

Other mem ber functions

Some more member functions needto be de ned. The rst oneis to reset the smart pointer
and to make it a null pointer. Resetting the smart pointer is equivalert to pointer = 0;. Note
that releasinga referencecourting smart pointer from beeing managedis not possible without
additional book keepingand not implemerted here.

void ref_ptr::reset (void)
{

decrement();

ptr = 0; count = O;
}

The secondmember function is for simple needs:It just returns the data pointer. This is equivalert
to &(*pointer) but only if operator& is not overloadedfor the manageddata type. Therefore,
using &(*pointer)  is not recommended.

T* ref_ptr::get (void)
{

return ptr;

}

Swapping two smart pointers with a separateswap() member function instead of using code like
tmp = a; a = b; b = a; is much more excient asthe performaceanalysiswill demonstrate. See
performanceanalysis at section|4.2.3 for details.

void swap (ref ptr<T>& p)

{
T* tp = p.ptr; p.ptr = ptr; ptr = tp;
int *tc = p.count; p.count = count; count = fc;

}

To receiwe information about the referencecourter the following member function can be used.
The usecourt is always greater than zero exceptfor a null pointer.

int ref_ptr::use_count (void)

{
}

return (count == 0) ? 0 : *count;
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Down- and up casting

The referencecourting smart pointer is now ready to use for simple every day code. But some
semariics hasnot yet beenmodeled. The following hierarchy of classeds the basisfor an example
to illustrate that the smart pointer doesnot yet have the desired semartics.

class Base{ ... }
class Sub: public Base{ .. }

It is always possibleto store a pointer with a subclasstype to a pointer variable of a baseclass
type using bare pointer arithmetic. Thus this is valid C++ code:

Sub* pl = new Sub;
Base* p2;

p2 = pl; // Wil compile, pointers are polymorphic

An equivalent code with dump pointers replaced by smart pointers should be possible,too. But
there is a problem:

ref_ptr<Sub> pl(new Sub);
ref_ptr<Base> p2;

p2 = pl; // Wil not compile, no operator= for that type

The problem is a missing assignmem operator that takesa right hand side from a di®erert dump
or smart pointer type. Sincethis type is not known in advance member templates must be used.
Intro ducing the following newtemplate member function is a solution that allows assignmeits from
other right hand sidesY instread of T (where Y can be any type but T is always the parameter
type for instancesof this class).

/I Assignment operator from different  shared pointer
template <class Y>
ref_ptr<T>& ref_ptr::operator= (const ref ptr<Y>& rhs)
{

if (ptr ==rhs.ptr) return;

decrement();

ptr = rhs.ptr;

count = rhs.count;

increment();

return *this;

}

This codesleadsto another problem. Sincerhs is of typeref _ptr<Y> and assaiated objects from
this classare of type ref _ptr<T>, there is no accesso rhs.ptr and rhs.count becausethe ptr
and count members are private and can only be accessedy objects of the sametype.

Two approaces will help out. The rst oneis to make the appropriate members public. The
secondand much better approacd is to introduce template friends that allow accessfrom all
ref _ptr types. In the reversedirection the type ref _ptr<Y> will grant accessfrom all ref _ptr
types.

To also support all operations from other smart pointer types, all constructors, assignmen and
comparisonoperators needto bereintoducedwith atemplate parameter. And sincesomecompilers
are not capable of member templates or template friends, it should be possibleto easily disable
the new code. The following outline declaresthe new menbers, the de nition is identical to the
de nitions of the appropriate non-template member functions.
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template <class T>
class ref ptr

{
/I Old code here

#ifndef NQMEMBEREMPLATES

/* Template friends for accessing different ref ptr's. */
private :
template <class Y> friend class ref _ptr;

/* Template membersfor other ref ptr types. */
public :
template <class Y> explicit ref ptr (Y* p);
template <class Y>ref ptr (const ref ptr<Y>& src);

template <class Y>ref _ptr<T>& operator= (const ref _ptr<Y>& rhs);
template <class Y> ref _ptr<T>& operator= (Y* rhs);

template <class Y> bool operator == (const ref ptr<Y>& p);
template <class Y> bool operator != (const ref ptr<Y>& p);

#endif
k

4.2 Reference counting issues

Like the problem with up- and downcasting, which appliesto all smart pointers, there are issues
speci ¢ to referencecourting. One of the biggest problems are cyclic references.The next section
evincethe situation and a way to "x most of the occurences.

4.2.1 Cyclic references

Cyclic (or circular) referencesare a signi cant limitation of the referencecournting strategy. If
a set of smart pointers losesall referencesfrom the outside, it becomesgarbage and should be
reclaimed. But if the set contains one or more cyclic referencesthe referencecounters never drops
to zero and thesecyclesare not reclaimed.

Example 1: A cyclic singly liked list: A singly linked list seres as an example. A list
consistsof items and an interface that managestheseitems. Destroying the list interface should
destroy all the items like the STL cortainers usedto do.

| i 1 1 1

gl cagllm gl

Figure 3: Ordinay list structure

Destruction of all the list items happensbecausedestraying the interface decremerts the reference
counter of the “rst list item to zero. Sothe “rst list item gets destroyed, which decremens the
recerencecournter of the seconditem to zero, and soon.
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Figure4: Reclaimedordinary list structure

The problem arisesif there is any circle within the references.For illustration purposesthe last
list item referencesthe rst item now. Note that the “rst list item has a referencecount of two,
becauseit is referencedby the interface and the last list item.

Figure5: Cycliclist structure

The destruction of the interface decremens the referencecounter of the rst list item to one
instead of zero. This meansthat the list items are not reclaimed becausenone of the reference
courters is zero, and all items that are part of the cycle leak.

Figure 6: Reclaimedcycliclist structure

Example 2: A graph data structure:  Tomodel a graph data structure oneneedsto intro duce
classesfor nodesand for edges.To keepit simple, the following minimal code should be enough:

class Node, Edge;
typedef ref ptr<Node> NodePtr;
typedef ref ptr<Edge> EdgePtr;

class Node

{
std::list<EdgePtr> edges;
h

class Edge

{

NodePtr predecessor;
NodePtr successor;

g
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Every node can have multiple edgesand every edge referencestwo nodes, a predecessorand a
successomode. This makesthe referencescyclic, becausea node referencesone or more edges,
and eadt of the edgesreferencesthe node. The illustration visualizesthe cycle.

Figure7: Graphstructure: UML-like notation

The questionis how to "x thesecyclesor how to handle cyclic references.Somelibraries o®era
solution for that problem.

Weak pointers: A new pointer type called "weak pointer" is introduced. The already intro-

ducedref _ptr can be treated as a "strong pointer". The idea s to let both, the strong and the

weak pointers, share a data object with somelimitations to the weak pointer: The weak pointer

stores a "weak reference"to an object that is already managedby a strong pointer. To access
the object, a weak pointer can be converted to a strong pointer. This is typically done by calling

the lock() member function or using an appropriate constructor from the strong pointer. When

the last strong pointer to the object goesaway and the object is deleted, the attempt to obtain a

strong pointer from the weak pointer instancesthat refer to the deleted object will fail.

The implementation of weak pointers will not go into detail but the stepsare relatively easy The
“rst thing that needsto be changedis the sharedcournter. The counter now needsto keeptrack
of strong and weak referencesto the data. A single integer for the courter is insutcient and we
needto provide a courter class:

class Count

{
public:
int ref _cnt;
int weak_cnt;
h

The counter object must not be destroyed until all references(weak and strong ones) have dis-
appeared, becausethe weak pointers needto ched if the data is still available and has not been
reclaimed (and that is, if ref _cnt > 0).

Figure 8: Weak and strong pointers

Rules for destroying the data and the counter look like this:

2 The data needto bereclaimedif ref .cnt ==

2 The counter needto be destroyed if weakcnd == 0 ANDref cnt ==
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Example 2: A graph data structure (Continued): The cyclesin the graph data structure
can easily be xed with replacing strong node referencesby weak references.The resulting code
looks like this:

class Node, Edge;
typedef weak_ptr<Node> WeakNodePtr;
typedef ref ptr<Edge> EdgePtr;

class Node
{
std::list<EdgePtr> edges;
3
class Edge
{
WeakNodePtrpredecessor;
WeakNodePtrsuccessor;
h

There are no more cyclesin the structure asthe new visualization shows. Converting the weak
pointers to strong pointers in the edgewill never fail becauseedgescan semariically not exist
without the predecessoland the successomnode.

Figure 9: New graph structure: UML-like notation

4.2.2 Multi-Threading

Multi-Threading is always a problematic issue. Smart pointers su®erfrom someinconsistenciesin
multi-threaded ervironments, and multi-threading issuesultimately a®ectsmart pointers' imple-
mentation. The intro ducedreferencecourting smart pointer is not thread safebecausethe critical
operations are not atomic.

If smart pointers are copiedbetweenthreads, incremerting and decremering the referencecourter
happens at unpredictable times. And the most critical operation is decremeting the counter
(becauseincremerting never freesmemory).

The following pieceof code is usedto illustrate the problem (it is the decremen menber function
in a slightly di®erert version):

void ref_ptr::decrement (void)
{
if (ptr == 0) return;
*count -= 1;
if (*count == 0)
{
delete count;
delete ptr;

}
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The problem arisesif two threads executethe decremen member function simultanously. A simple
example of unintended behaviour could happen like this: Two threads have eat a smart pointer
to the samedata, thus the referencecounter hastwo asvalue.

The Trst thread executesthe statemerts until and including *count -= 1;. Then this thread is
pausedbut the usecoun is already decremetted to one. The other thread decremerts the counter
to zero and deletesthe counter and data afterwards. If the “rst thread cortinues execution, the
data and counter are about to be deleted the secondtime and the program will crash.

A simple solution for that problem is using a mutex to create an area with mutally exclusion of
program °ow. This makesthe decrement() member function atomic.

void ref _ptr::decrement  (void)

{
if (ptr == 0) return;

mutex.lock();

if (--(*count) == 0)
{
delete count;
delete ptr;

}

mutex.unlock();

}

4.2.3 Performance analysis

The use of smart pointers buys a lot. But it also hasits costs. Using smart pointers has perfor-
mance (CPU time) and memory penalties.

Memory penalties: Every referencecounting smart pointer instancetakesup 2¢izeof(void*)
bytes on the stadk (8 bytes an 32 bit machines). This size consistsof the sizefor the data pointer
and the courter pointer. A bare pointer only takes up sizeof(void*)  bytes, which is half the
size. In the heap the smart pointer allocates additional memory of sizeof(Count) bytes where
Count is either just anint or a courter class.

But performanceis not only a matter of a few bytes of memory. The time to allocate this memory
is signi cant.

Performance penalties: The processof allocating memory (which is the processof requesting
memory from the operating system) is expensive. There is almost no di®erencebetweenreqgesting
4 or 4000bytes, but there is a huge di®erencebetweenallocating memory one or two times. Thus
the number of allocations is signi cant, not the size of one allocation.
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Allo cation and deletion test
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Since the referencecourting smart pointer has a data and a counter pointer, two instead of one
allocations are needed. The following diagrams comparetheseitems with one another:

2 A bare pointer (denoted with a red line),

2 The introducedref _ptr (denoted with a greenline),

2 The Boost shared ptr (denoted with a blue line),

2 The Boost shared _ptr with multi-threading support (denoted with a purple line).

The valuesalong the x-axis are the amount of allocations and deletions while the valuesalong the
y-axis are the chronometries for theseallocations and deletionsin seconds.

Left diagram: The data object that hasbeen
used for this test was the primitiv e type int

which has a size of 4 bytes. The counter also
has a sizeof 4 bytes. Thusto create a reference
courting smart pointer two allocations needto
be done. For this reasonthe ref ptr needs
about twice the time than the dump pointer,
which only needsto allocate 4 bytes for the data.

Figure10: Alloc and del, 4 byte data

Right diagram: This diagram was created
using a data object with a size of 4 megalytes
(one million times bigger). The di®erencebe-
tweenthe dump pointer and the smart pointers
is almost zerobecausehe additional courter al-
location takesa proportionally short time.

Figure1l: Alloc and del, 4 MB data

Most of the objects are typically small and objects with a size of one megalyte and up are
unrealistic. However, 3'500'000 allocations can be done within one second(instead of 7'000'000
with a dump pointer). This should be enough for most of the casesand stable programms are

more important than slightly more CPU time.
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Copy operation time
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Copying a smart pointer using an assignmen like pl = p2 is more expensiwe than copying a dump
pointer. That is becausethe counter of pl needto be decremerted (and possibly deleted), then
the data and counter pointer needto be copied and the new courter needto incremerted.

The following diagrams use the same notation as the previous diagrams. The values along the
x-axis are the amount of swap operations while the valuesalong the y-axis are the chronometries

for these operations in seconds.

Left diagram: The left diagram comparesthe
time that is usedto swap smart pointer variables
manually with a third temporary variable.

The dump pointer nearly uses zero time for
this test comparedto the smart pointers. The
Boost smart pointer with multi-threading sup-
port is far away from having competitiv e tim-
ings. Thats because making incremert and
decrement atomic operations is expensiwe.

Figure 12: Copy operation, manualswapping

Righ t diagram:  This diagram visualizestim-
ings for codethat usesthe swap() member func-
tion instead of swapping manually with a tem-
porary variable.

Note that the valuesof the x-axis from the pre-
vious test are in range from 0 to 10’. The new
diagram's range reaches from 0 to 10® which is
ten times greater. The old range is yellow col-
ored for comparisonreasons.

Figure 13: Copy operation, smat swapping

It is easyto read o®that the Boost pointer now needsabout 0.4 secondsinstead of 3.5 seconds
for the sameamount of manual swapping operations. Both, the Boost pointer with and without
multi-threading support have equal timings now, which meansthat Boost undertakesno e®ortin

atomizing the swap() operation.

If swapping of smart pointers is an issue, it is strongly recommendedto usethe swap() mem-
ber function. This member function just swaps the data and courter pointers and circumverts
incremerting and decremerting the courters of the participating smart pointers.
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5 Smart pointer libraries

Most smart pointer libraries implement standard strategies which are not discussedhere. These
descriptions of strategiescan be found at section 3.4 above.

5.1 The C++ Standard Library

The C++ Standard Library comeswith just one simple smart pointer called auto _ptr . In future
releasesof the Standard Library all boost smart pointers will be included. See

http://www.open-std.org/jtc1/sc22/WG21/

for detailed information about TR (technical report) and "General PurposeSmart Pointers".

The auto _ptr is a smart pointer with ownership strategy. This strategy passesresponsibility for
reclaiming the data or, if responsibility has not been passed,reclaims the data if the auto _ptr
leavesscope or reset() is called.

5.2 The Boost Library

The Boost Library comeswith sewral smart pointers which will be part of future versionsof the
C++ Standard Library.

scoped_ptr :  The scoped pointer is a lightweight and simple pointer for sole ownership of single
objects.

The scoped pointer staresa pointer to a dynamically allocated object, which is reclaimed either on
destuction of the smart pointer on via explicit reset() . It hasno sharedownership or ownership
tranfer semarics and is non-copyable. The scoped pointer is safer and faster for objects that
should not be copied.

The scoped pointer does not meet the CopyConstructible and Assignable requiremerts for STL
containers. There is also a version called scoped_array which is for sole ownership of arrays.

shared _ptr : The sharedpointer is an external referencecourting pointer with ownership shared
among multiple pointers.

The sharedpointer doesmeet the requiremerts for STL containers. There is also a version called
shared _array which is for array ownership among muliple pointers.

weakptr : The weak pointer is a non-owning obsener of a shared _ptr -owned object. There is
no needfor an appropriate weakarray variant becauseweak pointers never reclaim the data.

The weak pointer does meet the requiremerts for STL cortainers.

intrusive _ptr : The intrusive pointer is a shared ownership pointer (like shared pointer) with
embeddedreferencecourt. It is alightweight sharedpointer for objects which already have internal
referencecourting. Thus, the intrusive pointer is smaller and faster than the shared pointer.
increment() and decrement() operations are forwarded to user de ned member functions.

The intrusive pointer does meet requiremerts for STL containers.

5.3 The Loki Library

The Loki Library has seweral smart pointers which are described in the book "Mo dern C++
Design" from Andrei Alexandrescu. The Loki Library o®ersthe following smart pointer types:
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RefCounted: This pointer supports classicexternal referencecourting like Boost's shared _ptr .
There is no support for weakpointers andit is not thread-safe. This pointer meetsthe requiremerts
for STL containers.

RefCountedMTAdj This pointer is similar to RefCounted but it has support for multi-threaded
ervironments. It can of coursealso be stored in STL containers.

DeepCopy This pointer implements deep copy semarics. It is similar to the copied pointer
strategy, but leavesthe deep copy implemertation to the user. For this purposeit assumesa
Clone() member function. The copied pointer strategy only implements °at copying. Sincedeep
copying satis” es appropriate cortainer requiremerts, a pointer of this type can be stored in STL
containers.

RefLinked : This smart pointer implements the referenelinking strategy. Referencelinking is
similar to referencecourting, thus this pointer can be stored in STL containers.

Destructive  Copy The destructive copy smart pointer implemerts the ownership transfer strat-
egy just like std::auto _ptr . It is not possibleto store this pointer in STL cortainers.

NoCopy This smart pointer implemerts the scoped pointer strategy like boost::scoped _ptr .
This smart pointer cannot be copied, thus there is no way to getit in and out of STL containers.
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A ref _ptr source code

~
*

A reference counting smart pointer for C++
Copyright (c¢) 2005 by Simon Fuhrmann

This code is free software; you can redistribute it and/or modify
it under the terms of the GNUGeneral Public License as published by
the Free Software Foundation; version 2 dated June, 1991.

This program is distributed in the hope that it will be useful,
but WITHOUBRNYWARRANTWithout even the implied warranty of
MERCHANTABILITY FITNESSFORA PARTICULARURPOSE.See the
GNUGeneral Public License for more details.

On Debian GNU/Linux systems, the complete text of the GNUGeneral
Public License can be found in “/usr/share/common-licenses/GPL'.

A copy of the GNUGeneral Public License is also available at
<URL:http://www.gnu.org/copyleft/gpl.htmI>.

bR R . I I R B R S T N R

*
~

#ifndef REEPTRHEADER
#define REEPTRHEADER

template <class T>
class ref _ptr

{
[* Private declaration of class members. */
private :
T* ptr;
int * count;

/* Private definition of membermethods. */
private :
void increment (void)
{
if (ptr ==0) return ;
+H*count);

}

void decrement (void)
{
if (ptr == 0) return ;
if (-- (*count) == 0)
{
delete count;
delete ptr;

}
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/* Public definition of membermethods. */
public :
/* Ctor: Default one. *
ref ptr (void) : ptr( 0), count( 0)
{1}

/* Ctor: From pointer. */
explicit  ref ptr (T* p) : ptr(p)
{ count = (p ==0) ? 0 : newint (1); }

/* Ctor: Copy from other ref ptr. */

ref _ptr (const ref ptr<T>& src) : ptr(src.ptr), count(src.count)
{ increment(); }

/* Destructor. */
~ref _ptr (void)
{ decrement(); }

/* Assignment: From other ref _ptr. */
ref _ptr<T>& operator= (const ref ptr<T>& rhs)
{
if (rhs.ptr == ptr) return *this;
decrement();
ptr = rhs.ptr;
count = rhs.count;
increment();
return *this;

}

/* Assignment: From pointer. */
ref _ptr<T>& operator= (T* rhs)

{
if (rhs == ptr) return *this;
decrement();
ptr = rhs;
count = (ptr ==0) ? 0 : newint (1);
return  *this;

}

/* Operations.  */
void reset (void)

decrement();
ptr = 0; count = O;
}

void swap (ref _ptr<T>& p)
{
T* tp = p.ptr; p.ptr = ptr; ptr = tp;
int *tc = p.count; p.count = count; count = fc;

}
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/* Dereference. */
T& operator* (void) const
{ return “*ptr; }

T* operator -> (void) const
{ return ptr; }

/* Comparison. */
bool operator == (const T* p) const
{ return p ==ptr; }

bool operator == (const ref _ptr<T>& p) const
{ return p.ptr ==ptr; }

bool operator != (const T* p) const
{ return p !'= ptr; }

bool operator != (const ref _ptr<T>& p) const
{ return p.ptr != ptr; }

bool operator< (const ref ptr<T>& rhs)
{ return ptr < rhs.ptr; }

/* Information. */
int use_count (void) const
{ return (count ==0) ? 0 : *count; }

T* get (void) const
{ return ptr; }

#ifndef NQMEMBEREMPLATES

[* Template friends for accessing diffrent  ref _ptr's. */

private :
template <class Y> friend class ref _ptr;

public :
/* Ctor: From diffrent  pointer. */
template <class Y>
explicit  ref _ptr (Y* p) : ptr(p)
{ count = (p ==0) ? 0 : newint (1); }

/* Ctor. Copy from diffrent  ref ptr. */

template <class Y>

ref _ptr (const ref ptr<Y>& src) : ptr(src.ptr),
{ increment(); }

count(src.count)

26
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/* Assignment: From diffrent  ref _ptr. */
template <class Y>
ref _ptr<T>& operator= (const ref ptr<¥Y>& rhs)
{
if (rhs.ptr == ptr) return *this;
decrement();
ptr = rhs.ptr;
count = rhs.count;
increment();
return *this;

}

/* Assignment: From diffrent  pointer. *
template <class Y>
ref _ptr<T>& operator= (Y* rhs)

{
if (rhs == ptr) return *this;
decrement();
ptr = rhs;
count = (ptr ==0) ? 0 : newint (1);
return *this;

}

/* Comparison with diffrent  ref _ptr type. */

template <class Y>

bool operator == (const ref _ptr<Y>& p) const
{ return p.ptr ==ptr; }

template <class Y>
bool operator |= (const ref _ptr<Y>& p) const
{ return p.ptr = ptr; }

template <class Y>
bool operator< (const ref ptr<Y>& rhs) const
{ return ptr < rhs.ptr; }

#endif /* NOMEMBEREMPLATES
h

#endif /* REEPTRHEADER/
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